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Al models in cyber security

« Artificial Intelligence, in this presentation, is defined as a field of
science (like mathematics)

« Not as an active/anthropomorphic entity

« The actualizations of Al are the models, algorithms, and systems that
utilize these models ang algorithms = Al/ML models, Al systems, Al
agents (model + tools)

* From a cyber security perspective, multitude of Al topics are similar NG &
or identical to any other field of software S
. . Ras, ~ ™.
» Information access and encryption PR .

« Human role in system use
« Zero-day vulnerabilities, malware, spyware =

« However, there are several topics that are more strictly Al related and
with particular weight within the defence domain
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Al in Defence

« Depending on the chosen perspective, Al methods have been applied
to defence problems since WWII

« Hut 8, Turing, Rozycki, Banburismus

« There have been mission-ready and very capable GOFAI systems in
use for decades (Patriot, AEGIS etc.)

* Rule-based systems

« The deep learning trend has accelerated the capability enhancement
of Al models and algorithms, but

 Introduces ambiguity and explainability issues
 Increases complexity

- Suffers from insufficient state of system integration, lack of high-quality
data, and "business insight” as well as expertise

The main goal, however, is to increase operational effectiveness
« Speed, accuracy, quality of decision-making
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Poisoning ——

& selected user

& unselected user

Model poisoning refers to feeding the model data that intends to
distort the Al models ability to produce valuable/correct outputs

* For example, a portion of object detection data could be labeled
(annotated) wrongly (mixing armoured vehicles with trolleys and
warships with tankers) causing the model to learn wrong input-
output pairs and diminishing the overall accuracy

Damya Kecili,

* |t has been shown in research that the quality of data trumps the
quantity, when the data is well curated - similarly, studies have
shown that a minimal amount of malicious but "good quality” data
can hamper Al model’s performance

« With current GenAl trend, this induces serious implications for open
weight, open source and proprietary models
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Prompt injection

« A prompt injection is LLM related "poisoning” sort of a threat which
aims to feed a malicious prompt into an LLM utilizing system, causing
the model to, for example, execute malicious commands (if "agentic”)
or to spill out data without restrictions etc. q

« For example, the inject could be hidden in a PDF or other document,
or an image, so that the target models can read it but it is preferably
concealed from human users

« The effect may come through poisoning of the training data, distorting
outputs or aiming to exploit other vectors

Photo: SignalFire

 In defence perspective, consider Al-based Decision-support systems
« Not to mention agentic ("autonomous”) subtask executions
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Adversarial attacks

Legitimate Sample Adversarial Perturbation Adversarial Sample

"4 Stop Sign : 7 Yield Sign

 If the used model architecture and parameter weights are known, an
adversary can design noise that is suitable to distort the inputs in a
way that is difficult to detect but enables corrupting the outputs

- For example, if a YOLO11 model is used for a defence scenario, with g M
transfer learning, the adversary can use gradient calculation to Developing future human-centered smart
design and create certain (noise) patterns that are likely to distort D €l e IR G el

o o security, interpretability, and ethical
the ObjeCt detect|0n challenges. arXiv preprint

arXiv:2012.09110.

 In defence, while there are off-the-shelf Al models applicable to
Image classification, object detection etc., from a cyber security
perspective it would make sense to

« Alter the model architectures to produce a "mil spec” version el ElEl CAMOUTEEE,

« Train from scratch or heavily fine tune the model to alter the parameter gt G, S50 Unls Tl CEely
weights processes should be, by

« Have a robust scheme for adversarial testing some margin, in place already
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Model inversion

It is possible to extract information from an ML model itself, as it has
learned the distribution of the training set:

« The model can be used to replicate the data it was trained on
* LLMs can be used to extract prompts given to the model

Generative Al models exhibit this particular trait as the key feature, but
the malicious use would be to extract classified information, sensitive
data etc., when having access solely to the model.

With LLMs and agentic Al models, an organizations data can be
extracted by jailbreaking the model in a similar manner SQL injections
work, which is not the same

- not only the data, but the model, are both sensitive and ought to be
classified in military use with similar rigour.
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Jiliang Zhang, Chen Li, Jing Ye, and Gang Qu.
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Machine Learning. In Proceedings of the
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Machinery, New York, NY, USA, 531-536.
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Jailbreaking

« Refers to bypassing guardrails such as R B -

« Training-time alignment with certain values
« post hoc flagging

° Fllterlng Of InPUtS and OUtPUtS (a) Example jailbreak via competing objectives. (b) Example jailbreak via mismatched generalization.
e .etc
Wei, A., Haghtalab, N., & Steinhardt, J. (2023).
Jailbroken: How does llm safety training
. . fail?. Advances in Neural Information
« However, while safety has been a creator concern, the results are still Processing Systems, 36, 80079-80110.
brittle.

* For example, Gemini 3, Google's SOAT model, was jailbroken in hours
after release, despite being the current benchmark leader with a
stated emphasis on security and safety

[61n |



Agentic use case example

« Recently, it was discovered that Al agents were used to orchestrate
an automated cyber attack on large scale:

« Asophisticated espionage campaign with Claude Code (Anthropic)
« Infiltration probing through agentic capabilities
« Jailbreak Claude to enable harmful behavior

« The Claude agents investigated (human selected) targets for
vulnerabilities = "highest-privilege accounts were identified, backdoors
were created, and data were exfiltrated with minimal human
supervision”

« “Claude didn’t always work perfectly. It occasionally hallucinated
credentials or claimed to have extracted secret information that was in
fact publicly-available.”

Source: Anthropic
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Chain or system of agents

« Agentic use produces other severe implications when introduced to
systems:
« Signal CEO Meredith Whittaker was, reasonably, worried about the

privacy issues with Al agents, as the agents require access rights and
permissions to function properly

« Can a military Al system be agentic, produce additional value AND maintain
proper need-to-know policies, restrictions, and robustness?

« Creating a chain or a system of agents multiplies the aforementioned
threat vectors, perhaps exponentially

« For example, a system of five off-the-shelf agents could posses zero-day
vulnerabilities combined with data poisoning, which could lead to a
catastrophic failure when the models interact with each other autonomously

« However, it is equally difficult to masterfully orchestrate such an impact, as
the model behaviour is somewhat unpredictable
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Hidden vulnerabilities and threats

« As mentioned before, current Al development is lead by tech industry
giants
« Most capable models are proprietary, hosted by provides such as Google

(Alphabet) or by model providers utilizing other cloud providers (AWS,
Azure, Oracle)

« These models are huge and thus unfit for on-premise deployments
(without large-scale efforts)

« Capable but not on-par alternatives are deployable to restricted
environments

« The hosting is not the only issue: if the model architecture, weights,
and data are not disclosed, it is extremely difficult to test, evaluate,
and validate the model

* The vast size of modern ML models makes thorough TEVV difficult if not
impossible already, lack of training data or model architecture enhance
this curse of complexity further

 China launches very capable open-weight models (Kimi-2, Deepseek)

* One can only wonder and speculate..
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Summary

Hfl%man remains in the loop, and the biggest risk lies on vigilance and
efrrort:
« If humans get sloppy and transfer too much (unfounded) trust on Al

systems, the results will be unexpectedly disastrous, especially in the
long run

Al models enable distancin% humans from certain tasks, which is ideal as
long as we remain on top of the game

* At worst, Al systems will merely introduce new ways for malicious
Bartles to exploit our systems instead of producing the intended
oost in efficiency, accurac?]/, dependability, or other metrics, and
with greater gravity the higher the system operates

« E.g. similar to algorithmic trading (flash crash instances)

» There are efforts to miti%ate Al risks, such as AIVT (Al vulnerability
taxonomy and database

« Likewise, we ought to think about offense as well, but these efforts
share mutual synergy
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